ETH:zurich
=SRILAR

Dual Randomized Smoothing: Beyond Global Noise Variance
Chenhao Sun | Yuhao Mao | Martin Vechev

Traditional Randomized
Smoothing is limited by
the constant noise
variance.

We extend 1t to
model-predicted adaptive
noise variance,
significantly improving
the accuracy-robustness
tradeoff

Background

Randomized smoothing

Cohen et al. Certified adversarial robustness via randomized smoothin

g(x) = argmax P(f(x + €)

N

Smooth model Base model Gaussian noise

Certified radius

g(x) is adversarially robust in an £, norm
neighborhood of x with the radius R(x)

Constant Noise Variance is not
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The optimal o varies across different samples

- Accuracy-robustness trade off

Certification with Locally Constant Noise Variance

o(x) constant area
R, : 0(x) = o(X0), ||x — Xo||2 < R,

R, : Classification certified radius of Xy
with noise variance o(xg)*

Final certified radius:
Rﬁnal = 1min (Raa RC (X07 U(XO)))

Take away: RS certification remains valid
if o(x)is constant inside the

Better than SOTA input-dependent RS

CIFAR-10 relative gains: 15.6% at r=0.5, 20.0% at r=0.75, 15.7% at r=1.0
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IMAGENET relative gains: 8.6% atr=0.5, 17.1% atr=1.0, 9.1% atr=1.5

neighborhood around xy— |t does not
need to be globally constant

Dual Randomized Smoothing

o-Estimator Classifier

Rfinal = min(Raa Rc)

Final certified radius
— Training Method

Construct
dataset

Certified radii with all o Train a ResNet to predict
Maximum radius optimal o on denoised
Optimal o iImages

Fine-tune
the classifier

Train the
o-Estimator

Fine-tune the classifier on
Images augmented by
Gaussian noise with the
predicted o

Predict optimal o on the
whole dataset

Optional iteration
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Delve into Dual RS

Different o Routing to Different
Experts:

Accuracy
1.0-
Weak Expert for Small

0.8- Weak Expert for Large
—— Dual RS with Weak Experts
0.6- Strong Expert for Small
Strong Expert for Large
——— Dual RS with Strong Experts
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Trade-off between different o
candidates:
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